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1 Threading: Problem Statement

Threading didn’t come as heavy as the serialization or model-loading problem
but did have challenging nature to it. Threading in C++11 is not that hard to
implement but can be tricky to use in an advantage, and even more challenging
when trying to be as optimised as possible. In addition to the performance
aspect, we also needed to make sure there wouldn’t be any mutual exclusion
when dealing with shared memory.

2 ThreadPool

We started out by programming a reference run using a simple threading from
the C++ standard library threading header. In PypDevs, threads are used to
handle incoming messages. If we were to create threads one demand, hence
for each incoming message, this would cause a delay which can easily be avoid.
Therefore decided to make use of a ThreadPool. ThreadPool is pattern con-
sisting of a queue of tasks and an array of worker threads. We can enqueue
new tasks and whenever a task is enqueued, a idle worker thread is picked from
the array to perform the requested task. Once it has finished processing, the
thread becomes available to process other currently enqueued (or future) tasks.
Now we are able to have a few workers available for our message processing
needs. How many workers our ThreadPool should have depends on the amount
of tasks. Too many workers compared to the amount of tasks lead to inefficient
resource allocation, too few workers and we lose the advantage the ThreadPool
pattern provides. The prototype of the ThreadPool is tested by a speed com-
parison: 10 extremely long for-loops are processed, in one case, each for-loop
is enqueued to the ThreadPool while in the other case a new thread is created
for each for-loop (that is, on demand). The tests shows that the ThreadPool is
indeed faster. Furthermore, the prototype of the ThreadPool shows how easy
it is for the programmer to add tasks in separate threads: all we have to do is
enqueue the task and the underlying ThreadPool takes care of the rest. Note:
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the enqueued task should of course be thread safe, that is: objects shared by
the different threads should always be shielded by using a mutex.

3 Queue Mutex

We also created a priority queue for priority messages. The priority queue was
made thread safe.

4 Loading the DEVS models

We investigate how DEVS models can be defined and used in our simulator.
A DEVS system is defined using the DEVS formalism. It exists of ‘atomic
DEVS’ that captures the system behaviour and ‘coupled DEVS’ that captures
the system structure. We need a way to easily express this formalism and pass
it on to our simulator.

It’s easy to see that we will need an artificial language to make it usable
by any program. The remaining options are static definitions (e.g. a ‘markup
language’ of some sort) and actual executable code. Static model definitions
aren’t practical in this case because transition functions and the time advance
function in DEVS can exist of rather complex expressions. Also, executable
code makes it possible to debug the DEVS models or to attach it to a bigger
system of its own. We also want these model files to be seperated from the actual
simulator. This makes it possible to run custom simulations without adapting
the actual cdevs program. And of course, we want our implementation to be
cross platform.

We’ve looked at the ‘adevs’ project which uses the ‘Modelica’ language to
define DEVS models. Modelica is an object-oriented, declarative, multi-domain
modeling language for component-oriented modeling of complex systems. This
creates in fact executable code and it seems to be a logical language to use,
but we feel like it takes us to far from PyDEVS and we have no knowledge of
Modelica.

PyDEVS uses a different approach. It simply defines the DEVS model in a
file as a collection of classes. All functions are thus expressed as Python code.
These classes are specializations of interfaces for the Atomic and the Coupled
DEVS. PyDEVS then simply loads these classes at runtime. This technique is
often called ‘class loading’.

We’ve decided that the PyDEVS approach is the most logical to use in
our own simulator. Not only does it offer reat flexibility, it also maintains the
analogy with PyDEVS itself. But our implementation is in C++ and class
loading is done completely different compared to Python. In Python most of
the objects are loaded at runtime anyways, in C++ most objects have to be
linked with the executable before running it. It is possible to do this in C++
nevertheless and that’s the approach we’ve taken.
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There is the Boost Extension library that does this, but it hasn’t been main-
tained for years and the author itself has called it deprecated. There were some
other libraries that claim to offer this functionality cross-platform, but all of
them were old. It seemed that creating our own class loader using native li-
brary was the easiest solution and there shouldn’t be much issues with the
limited application that we have for it. UNIX-like systems offer the ‘dl’ library
to do this and Windows offers dynamic loading via the Windows API.

Eventually we’ve written a simple class loader that uses these libraries to
load a precompiled shared library (.so or .dll) and create instances of a given
class inside the library. The classes in the library will eventually implement the
atomic and coupled DEVS interfaces. For now, the libraries only contain a class
with a ‘toString()’ method to test our methods.

This prototype successfully runs on Windows, Mac and Linux platforms.
We’ve written three unit tests to conform that the models are loaded and run
as specified. These tests are in the executable ‘modelloader tests’.

5 Custom memory allocator

We wanted to investigate the use of a custom memory allocator. This alloca-
tor would be specialized for simulation systems. Possible improvements include
checkpointing, the use of shared memory and the use of simulation-specific in-
formation to predict the needed memory in the future. We decided to inves-
tige a library proposed by the documentation on architecture prototypes on
BlackBoard: DyMeLoR (Dynamic Memory Logger and Restorer Library for
Optimistic Simulation Objects with Generic Memory Layout). It’s a mem-
ory management library that seems to be ideal for DEVS and is written in C.
Unfortunately, we didn’t succeed at finding the actual library or uncensored
documentation on DyMeLoR.

We still plan on investigating the use of a custom memory allocator. This
can be DyMeLoR, another library or one we write ourselves. But we didn’t have
enough time to investigate it further before the delivery of this document, so
we will continue this research at a later time.
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